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Week 1 – (Ch lect notes only)
Intro

· vacuum tube (1951) ( transistor (1965) ( IC (1975) ( VLSI (1995)
· Performance doubling every 1.5 years (growing factor of 10 every 5 years) [note: 10 0.2*1.5 = 2]

7 Layer Model for Architecture
· User level: Application Programs……………
( High Level

· High level languages (HLL)

· Assembly language (Asm) / machine code

· Micro-programmed / hardwired control

· Functional units

· Logic gates……………………………………
( Low Level

· Transistors & wires
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Instruction Set Architecture (ISA) ( an abstract interface between hardware & lowest level software.
· Standardizes instructions, machine language bit patterns, etc.

· Some moderns ISAs: 
80x86/Pentium/K6, PowerPC, DEC Alpha, MIPS, SPARC, HP.
Desirable features of a computer:

· Coherent ( individual components are unaffected by changes (in implementation) of other components.

· Collaborative ( data & transactions work across different environments from different vendors & implementations …?

· Connected ( info & functionality are available from elsewhere via defined interfaces, paths & connections 

· Extensible ( system components can be extended to new unanticipated situations.

· Flexible ( performance degrades gradually ( allowing time for corrects to be made.

· Hidden Data ( complexities are hidden, simplicity is presented

· Instrumented ( system is provided with built in sensors for system diagnostics

· Maintainable ( life of the system can be prolonged by routine attention to features
· Open ( implemented in publicly available standards

· Reusable ( components are well defined & documented

· Robust ( able to adapt to changing requirements & contexts.

· Scalable ( performance improves (linearly) to meet growing needs

· Secure ( protected against intentional or accidental damage

· Transportable ( system components can be installed in a variety o implementations

Assembly Language ( a symbolic representation of a computer’s binary coding

· advantages of using asm: can be made more efficient than HLL (useful of frequently executed parts of code)

· disadvantages: is machine specific
· Borland asm86.exe is an assembler for Intel 8086
· SPIM is an assembler for MIPS
MIPS Assembly Language:
· Register File ( state element ( consists of: a set of registers that can be read & written by supplying a register number to be accessed.

· Labels ( can be jumped to ( written: $$l

· External labels ( are visible & can be used outside this file.

· Internal labels ( (default) visible only from with this file.

· Registers ( written: $l

· …?
MIPS Asm Example:
…?
MIPS Registers & Usage Convention:
· 32 registers:
	Name
	Number
	Purpose

	$zero
	0
	constant 0 (cannot be changed)

	$at
	1
	reserved for assembler ( *Don’t touch*

	$v0 , $v1
	2 , 3
	function expression & result / return values

	$a0 - $a3
	4 - 7
	arguments 1 to 4 (passed into functions)

	$t0 - $t9
	8 - 15
	temporary (not preserved)

	$s0 - $s7
	16 - 23
	saved temporary

	$t8 , $t9
	24 , 25
	more temporary (not preserved)

	$k0 , $k1
	26 , 27
	reserved for OS kernal ( *Don’t touch*

	$gp
	28
	global pointer ( points to middle of 64k block of memory in static data segment ( this provides fast reference to static data

	$sp
	29
	stack pointer ( points to value at last location on stack ( used to reference temporary variables

	$fp
	30
	frame pointer ( pointer to stack frame which is reference to temporary variables on stack during function call ( points to base of the local stack frame

	$ra
	31
	return address ( return address from procedure call


note:

· jr label ( jumps to label & saves return address in $ra

· jr $ra ( jumps to the return address

· addu $0, $0, $0 ( is a no-operation (NOP)
· $1, $26, $27 are reserved for assembler & OS

Memory Map:

[image: image2]
· Data segment is above 0x10000000 & program is near 40000. Address relative to program counter is not going to work

· Use addressing mode immeidateOffset($baseRegister) ( immeidateOffset is added to content of $ baseRegister to obtain the address of data
· note: variables in function are made then destructed ( the stack collapses


[image: image3]
---

Overview of architecture




…?

Role of compilers, assembler, linker.

Role of simulator
Typical memory use

CPU registers & typical use
Week 2 – (Ch lect notes only)

Producing an Executable File:


[image: image4]
Linker (Link Editor) ( a systems program that combines independently assembled machine language programs & resolves all undefined labels into an executable file.

· Object file ( contains machine instructions info about loading several files for form an executable module.

· Linking ( to build executable file from object files

· Determines external symbols

· Searches named object files then libraries to find external symbols

· Determines the memory locations each module will occupy & relocates by adjusting absolute reference

· Resolves reference between files

· Loading ( to start a program the operation system:

· Reads executable file’s header to determine size of text & data segments

· Creates new address space for program: text, data & stack

· Copies instructions & data from executable file into address space

· Initializes machine registers including stack pointer

· Jumps to start-up routine to copy program arguments from stack registers & calls main routine

Syscall

· Usual method to access kernel routines is via a “system call” or “trap”. MIPs uses “syscall” for input & output to the console.

· Syscall uses contents of two registers:

· $v0 ( specified type of syscall

· $a0 ( syscall parameter

	service
	$v0
	arguments
	result

	print integer
	1
	$a0 = integer
	

	print float
	2
	$f12 = float
	

	print double
	3
	$f12 = double
	

	print string
	4
	$a0 = starting address of string
	

	read int
	5
	
	$v0 int

	read float 
	6
	
	$f0 float

	read double
	7
	
	$f0 double

	read string
	8
	$a0 = buffer &

$a1 = maximum length
	buffer ??????

	sbrk
	9
	$a0 = amount
	$v0 address

	exit
	10
	
	


· 
note: sbrk causes to OS to add more pages to the program’s virtual address space.
Exceptions & Interrupts:

Exception ( an unscheduled event that disrupts program execution.

· Are cause by: errors during instruction execution or by external interrupts by I/O devices

· Are handled by:

· Coprocessor0 ( a part of the CPU which records info the software needs to handle exceptions & interrupts.

[image: image5]
· Exceptions cause MIPS processor to jump to a piece of code, at address 80000080 hex (in the kernel, not user address space), called an interrupt handler.

· This code examine the exception’s cause & jumps to an appropriate point in the operating system

· The operating system responds to an exception either by terminating the process that caused the exception or by performing some other action.
Byte Order: Little endian & big endian:
· Byte order ( the convention used by a machine

· SPIM operates with both endians…

· on DECstation 3100 or Intel 80x86 ( SPIM = little-endian

· on Machintosh or SunSPARC ( SPIM = big-endian


[image: image6]
[image: image7.png]SPIM on PC is little endian

Hello CP2005@jcu.edu.au  [qper

0x6c6c6548 0x5043363f 0x35303032 0x75636a40

0x7564652¢ 0x0a75612¢ 0x00000000
000000000

Machine code for the text (ASCII)





Addressing Modes:
· MIPS is a load-store architecture, which means that only load & store instructions access memory
· Computation instruction operate only on values in registers

· The bare machine provides only one memory addressing mode: c(rx), which uses, as the address, the sum of the immediate c & register rx
Week 3 – (Ch 2.2-2.6)

Performance

Response Time (latency) ( the time it take to run a job

Throughput ( the amount of work getting done
Elapsed Time ( counts everything – not great for comparison purposes

CPU time ( doesn’t count I/O or time spent running other programs ( can be broken into system time & user time.

User CPU time ( time spent executing the lines of code IN our program.

· cycle time ( seconds/cycle( time between ticks
· clock rate ( Hz (cycles/second) ( frequency
· CPI ( cycles/instruction ( floating point intensive application might have higher CPI.

· MIPS ( millions of instructions/second ( would be higher for program using simple instructions.
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Time = Total_cycles × Cycle_time

Time = Total_cycles ÷ Clock_rate

200MHz clock has cycle time…

1/ (200 × 106 Hz) = 5 × 10-9 s = 5ns

Different instructions take different amounts of time…

· Multiplication take more time than addition

· Floating point operations take longer than integer ones

· Accessing memory takes more time than accessing registers

· Important point: changing the cycle time often changes the number of cycles required for various instructions (more later)

Amdahl’s Law:

· Formulae:

Execution Time After Improvement = Time Unaffected + (Time Affected / Amount Improvement)
· The Principle: 10% of the code may run 90% of the time ( so make the common case fast

	Clock rate Example: Program runs in 10 secs on Computer A with 400MHz clock. Computer B runs program in 6 secs, but requires 1.2 times more clock cycles than computer A. What clock rate is computer B?
Total_cyclesA = Clock_rateA × TimeA
Total_cyclesB = 1.2 × (Clock_rateA × TimeA)
Clock_rateB = Total_cyclesB / TimeB
      = 1.2 × (10 × 400) / 6

      = 800 MHz


	CPI Example: 
Computer A has clock cycle time 10 ns & CPI 2


Computer B has clock cycle time 20 ns & CPI 1.2


Which machine is faster?
A (
10 cyc/instruction × 2 ns/cycle = 20 ns/instruction  = 50 MIPS

B ( 
20 cyc/instruction × 1.2 ns/cycle = 24 ns/instruction  = 41.7 MIPS

Performance A / Performance B = 50 / 41.7 = 1.2

( comp A is 1.2 times faster than comp B


	Instruction composition example: New computer will run at 600Mz & be based on instruction set below. Determine how many MIPS.

Instruction class

CPI

Frequency

A

2

40%

B

3

25%

C

3

25%

D

5

10%

CPI = 2×0.4 + 3×.25 + 3×0.25 + 5×0.10 = 2.8

MIPS = 600 / 2.8 = 214


	Amdahl Example: A program takes 10 seconds & half of that time is spent executing floating-point instructions. We change the machine & make all floating-operations 5 times faster. What is the speedup?
Execution Time After improvement = Time Unaffected + (Time Affected / Amount Improvement)





 = 5 + (5 / 5) = 6

Speedup = Execution Time Before / Execution Time After


= 10 / 6 
= 1.67


Performance Summary:

· Performance = compiler efficiency & machine efficiency

· Cycles/instruction & cycles/second ( can get instructions/second

· Total execution time is a consistent summary of performance.

· Performance increases come from

· Increases in clock rate (without increasing CPI)

· decreasing CPI

· compiler enhancements with lower CPI &/or instruction count

· Pitfall ( expecting an improvement in one aspect of a machines performance indicates (proportional) increase in total performance.

· Realistic test programs are needed ( benchmarks

· Instruction complexity is only one variable ( lower instruction count vs. higher CPI / lower clock rate

Benchmarks:
· Performance is best determined by running a real application ( use programs typical of expected workload

· CPU Search Program ( is sponsored by Open Systems Group (OSG) of the System Performance Evaluation Cooperation (SPEC) ( it was designed to encourage application code & data sets that could be used in next revision of SPEC CPU benchmark suites.

· Criteria: program can be made compute bound, portable across different hardware architectures & OS, and is state of the art in its given field.
· Careful: Cache hits (affected by cache size) can speed up the programs executions ( so a manufacturer could cheat. Same with page hits (virtual memory management).

Boolean Algebra:

Gate ( a device that implements basic logic function such as AND, OR, NOT, NAND, NOR, XOR etc.

· Combinational Logic ( output/s depend on state of inputs (eg: simple multiplexor) ( has no storage capacity
· note: any combinational logic function can be evaluated using AND, OR, & NOT gates.
· Programmable Logic Array (PLA) ( a structured logic element composed of a set of inputs & corresponding input complements.

· Sequential Logic ( output/s depend on the history of events (eg: flip-flops & latches) ( makes a storage element for 1 bit.
MUX (Multiplexor):

· Is used to select one of many digital values

· In this diagram, if S=0 then C=A, else if S=1 then C=B


[image: image10]
D(ata) Latch:


[image: image11]
· note: this works thanks to the cross coupled NOR gates.
Flip Flops 

…?????????????????
Week 4 – (Ch 3.1-2.6)

Language of the Machine


[image: image12]
Bitwise Operations:

· and   

(in c/c++ x&y)
· or


(x | y)
· xor


(x ^ y)
· comp

(0xffffffff ^ y)
Shift

· shift right
- by 1 (same as /2)   
(x >>n)
0 ( 1010101010101010010101 ( bit bucket

· shift left 
- by 1 same as *2 
(x<<n)
carry bit ( 101010010101010101 ( 0

· rotate


[image: image13]
· MIPS has 32 registers – each 32 bits long

· note: more registers would mean longer instructions (to address 2x different registers) & slower signal propagation
· For MIPS, 1 word = 32 bits (or 4 bytes).
· Words are aligned to type boundaries whose address is divisible by 4 [note: last two bits are 00]

Data Types:
· signed ints 
( sign + 31 bits of magnitude

· unsigned ints
( 32 bits of magnitude 

· long int 



· short int

( 16 bits

· char

( 8 bits ( can fit 4 chars per register  ( a | b | c |  d = 32 bits
· signed char

· unsigned char

· lw

 ( 16 bit var

· lb

( load char (var)

· li

( 16 bit const

Register Revision:


[image: image14]


Simple instructions all 32 bits wide ( very structured with no unnecessary baggage.
There are only 3 different instruction formats:


6
5
5
5
5
6


[image: image15]
The fields are:
· op: operation of the instruction

· rs, rt, rd ( the source (rs & rt) & destination (rt) register specifies

· shamt ( shift amount

· funct ( selects the variant of the operation (in the op field)

· address/immediate ( address offset or immediate value
· target address ( target address of jump instruction
Load store architecture …?

Logical Register Transfers:

· ORi

R[rt] ( R[rs] + zero_ext(Imm16);

PC ( PC+4;
· LOAD 

R[rt] ( MEM[ R[rs] + sign_ex(Imm16) ];
PC ( PC+4;
· STORE

MEM[ R[rs] + sign_ex(Imm16) ] ( R[rt];
PC ( PC+4;
· BEQ

if ( R[rs]==R[rt] )

PC ( PC+4 + (sign_ext(Imm16) * 4);

else


PC ( PC+4;
Common Instructions:

· Register-register ( move between registers ( arithmetic & logic

· Register-Memory (or to a device) ( move from memory to register & back

· Program Counter ( jump or branch to another part of program OR jump to subroutine

Real Stuff: 80x86 Instructions
Complexity:
· Instructions from 1 to 17 bytes long

· One operand must act as both a source & destination

· One operand can come from memory

· Complex addressing modes

· eg: “base or scaled index with 8 or 32 bit displacement”.

· The most frequently used instructions are not too difficult to build

Data path ideas:

· Functional units & sequencing based on instruction decoding

· Instruction set (see appendix)

· I Type ( load/store

· R Type ( Arithmetic & logical

· Jump type

· Need realistic test programs

Week 5 – (Ch 3.7-3.13)

MIPS conditional branch instructions:

bne $t0,$t1,Label


beq $t0,$t1,Label
	C Code:


if (i==j) h = i + j;

Asm:


# i in $s0, j in $s1, k in $s2

bne $s0, $s1, End


add $s2, $s0, $s1

End: 
…



	C Code:

if (i==j)



h = i + j;


else



h = i-j;

Asm:


# i in $s0, j in $s1, k in $s2


bne $s0, $s1, Else


add $s2, $s0, $s1

#if part


j End

Else: 
sub $s2, $s0, $s1
End:
…



	Pseudo:


if ($s1 < $s2)



$t1 = 0;

else



$t1 = 1;
Asm:


slt $t0, $s1, $s2


bne $t0, $zero, Else


add $t1, $zero, $zero


j End

Else: 
addi $t1, $zero, 1

End:
…




Supporting Procedures in Computer Hardware:
Features for Function Calls… Options:

· Pass parameters by value via registers

· Pass parameters by value via stack

· Pass parameters by reference via registers or stack

Using The Stack:
When a compiler makes assembler program for main():

Before call:

· compiler assigns space on stack for variables

· initializes variables

· pushes copy of parameters to stack

· calls routine

After call:

· cleans up stack by adjusting stack pointer

· gathers copy or return value & stores it

· … continues

	C Code Example:

Double fadder(double a, double b);

int main (


double a=2.7,b=3.1, c;


c = fadder(a,b);

//NOTE: a & b must be put into stack frame before call.

return 0;

}

double fadder() {


//a & b are in stack frame

return (a+b);

}


Constants or Immediate Operands
· Rather than load (small) constants into memory then get them from memory when needed, use IMMEDIATE mode operations that contain the constant in the machine operation code.

· eg: to add 4 to $sp use:
addi $sp, $sp, 4
· Others: slti, lui, ori ? etc…

Intel 8086 Review of Procedure Call

· Parameters values pushed onto stack before call

· Return address placed onto stack during call

· Called routine saves old frame pointer on stack

· Called routing accesses parameters on stack ( uses frame pointer to reference variables.

· Called routing recovers old frame pointer from stack before return

· Return value passed in particular register

· Calling routine cleans up stack & accesses return value

PowerPC
· Indexed addressing… 
lw $t1, $a1+$s3

#$t1 = Memory[$a1+$s3]
· Update addressing… 
lwu $t0,4($s3)

#$t0 = Memory[$s3+4];  $s3=$s3+4
· can load multiple / store multiple
MIPS Addressing Modes Summary
1. Immediate addressing: ( = constant (in instruction)
(eg: li, addi, ori)
2. Resister addressing: ( = register value


(eg: add, slt)
3. Base or displacement addressing: ( (loads & stores MEM addresses) = register value + constant (in instruction)

4. PC-Relative Addressing: ( (branch MEM address) = PC + 16 bit constant (in instruction)

5. Pseudo-direct addressing: ( (jump MEM address) = 26 bits of instruction (read as words) concatenated with upper 4 bits of PC


[image: image16]
· Use notation offset(base_register)

eg:
32($s3) for address A[8]

· Effective address = offset (a constant) + base register
Addresssing Modes

· Constants ( immediate operand

· Variables ( need a pointer (register)

Week 6 – (Ch 4.1-4.4)

Number representations:

· Unsigned integer

· range of values: 0 to 2N-1
· Ones complement

· range of values: -(2N-1-1) to 2N-1-1 ( this is only 2N - 1 different numbers

· +1 is 0000 0001

· -1 is 1111 1110

· note: there are two representations for 0.

· Sign & magnitude

· Twos complement

· range of values: -2N-1 to 2N-1-1 ( this is 2N different numbers.

· +1 is 0000 0001

· -1 is 1111 1111

· note: add these together & get 0 (0000 0000)

· the top bit gives the sign: 0 = positive, 1 = negative. 

· to change negative to positive ( invert all bits & add 1
· Floating Point

· Representation is in 32 bit single precision:


[image: image17]
· Number is in format: (-1)s × F × 2E
· note: if sign = 0 ( positive, if sign =1 ( negative 
· note: most significant bit will always be 1 ( it is NEVER STORED, just implied
Combinational Logic Elements (Basic Building Blocks):

[image: image18]
Arithmetic & logical/bit-wise ops

Week 7 – (Ch 5.2-5.3, 5.7-5.10, 6.1-6.7)

Five stages of datapath:

· IF ( “Instruction Fetch”
· Reg read ( “Register File Read” (& instruction decode)
· ALU ( “ALU operation” (& adders)
· DM ( “Data Memory Access” (sometimes called write back)
· Reg write ( “Register File Write”
· note: reg read & reg write (generally) take the same amount of time.

· note: IF & DM (generally) take the same time ???????

	Instruction Class
	IF
	Reg Read
	ALU
	DM
	Reg write

	R-type
	IF
	Reg Read
	ALU
	
	Reg write

	Load Word
	IF
	Reg Read
	ALU
	DM
	Reg write

	Store Word
	IF
	Reg Read
	ALU
	DM
	

	Branch
	IF
	Reg Read
	ALU
	
	

	Jump
	IF
	
	
	
	


80x86:
· Uses a multi-cycle datapath:
· allows instructions of varying numbers of clock cycles
· uses datapath components more than once each instruction
· NEED fast execution of commonly used instructions implemented by Intel by using hardwired control for those instructions
Pentium Pro:

· Is superscalar (it duplicates datapath elements) ( so it is capable of multiple instructions per clock cycle.
· Pentium up to 2 per cycle

· Pentium PRO up to 4 per cycle
Single cycle ( variable time instructions ( can’t build a suitable clock.
???

Multi-cycle ( use common clock to schedule/sequence operations, but still have variable time instructions.
???

Pipelining ( multiple instructions execution at the same time ( clock cycle = longest stage time

Pipelining
Definitions:

Pipelining ( an implementation technique where multiple instructions are overlapped in execution (like an assembly line).
· clock cycle time = longest stage
· note: if the pipeline is balanced ( each stages takes the same amount of time

· depth = the number of stages it contains.

· latency = the total time to perform one task plus the overhead introduced by the registers
· Time for 1 Task = Longest Stage Time * Depth
· CPI ≈ Longest State Time

· Pipelining is ideal when:
· performing the same task on different element of a sequence of data

· every task operation is independent of every other

· the task can be broken into a sequence of equal time steps (operating in sequence)
· instructions are same length & few formats exist

· the pipeline is balanced ( each stages takes the same amount of time

Observations:

· Using pipelining it is possible to achieve a speedup approaching n (where n is the depth).

· Pipelining increases the throughput (programs run faster) even though instructions run slower.

· We must have separate instruction memory (IM) & data memory (DM) or else there would be a conflict for memory on every cycle later than cycle 3, for every memory access instruction.

· Pipelining increases the need for memory bandwidth by a factor equal to the depth of the pipeline.

· Register file must be capable of two reads & one write in one clock cycle ( writes (& instruction decode) are performed in the first half of the cycle, reads in the second half.
Speedup Calculations:
· Assume equal StageDelay (time to compute stage)
· Time to perform k tasks in pipeline of depth d is:

· Tpipelined = (d + n –  1) × (StageDelay + RegDelay)

· Tunpipelined = (d × n ) × Stage Delay

· If RegDelay is relatively small & k is large, then the speedup approaches d.

Pipelining Hazards:
Dependencies between instructions, called hazards, limit the speedup possible with a pipeline.

	Hazard Type
	Description
	Solution

	Structural

Hazard
	Result from inadequate resources (
eg: a single instruction requires more than one functional unit at the same time ( hardware cannot perform this combination of instructions in a single cycle. (eg: two tasks both access memory simultaneously)

	Make sure sufficient resources are available. (eg: have two memories instead of a single memory – a separate instruction cache & data cache memories)

	Data

Hazard
	One instruction requires (as input) the result of another instruction, which is still being executed/fed through the pipeline.
	EITHER: Use NOPs (make instruction wait)
OR: Make hardware “forward” results (input results directly from ALU) using pipeline registers


	Control

Hazard
	Need to make (branch) decision based on info not yet available ( the target address of a branch is not yet available (still going through pipeline) & we need to know the next instruction for the next cycle.
	EITHER: Stall (nicknamed “bubble”) ( use an instruction fetch that does not change anything.
OR: Predict ( assume branches fail (this option is good for loops) OR do most likely instruction.
OR: Delayed branch ( insert instruction after branch independent of branch result & branch after that.

NOTE: Adding a comparator on the register read 1 & 2 outputs minimizes control hazards ( we are effectively moving the branch destination calculation forward in the pipeline.



Different Branch Prediction Methods:

· Assume branch not taken ( depends on program how often this works (usually good for loops)
· Dynamic Branch Prediction ( keep table of last branch taken & use that (this could be as simple as a single bit).

Calculating CPI in Pipelining:

· Jumps ( always 2 cycles
· Loads ( average 1.5 cycles ( 1 cycle for NO load use (immediate after) & 2 when there is a load use.
· Branches ( average 1.25 cycles ( 1 when predicted, 2 when not predicted.

· Stores & R-format instructions ( 1 cycle
	Comparing Pipelining Performance Example: Assume instruction mix 22% loads, 11% stores, 49% R-format instructions, 15% branches & 2% jumps.
Average CPI pipelined = (1.5*0.22) + (1*0.11) + (1*0.49) + (1.25*0.15) + (2*0.02)



    = 1.17




Multi-cycle, single-cycle …?

Exceptions:

· Exception ( an unscheduled event that disrupts program execution.

· Exceptions are cause by: errors during instruction execution (eg: overflow, underflow) OR by external interrupts by I/O devices
· For instruction error we need:
· Save PC into Exception Program Counter (EPC).
· To retain offending register values

· For I/O request we need:

· To priorities for multiple exceptions.
note: Exceptions are caused internally (eg: arithmetic overflow errors, undefined instructions etc).

Interrupts are external.
· How pipeline deals with exceptions & interruptions:
· It saves enough of the machine state, so it can be resume later at the point of the interrupt. This involves (at a bare minimum) saving the PC into the Exception Program Counter (EPC) & retaining other offending register values.
· At the point of the interrupt, it does a procedure calls to an interrupt service routine (ISR) that knows how to deal with the interrupt….. this ISR processes the interrupt.
------

Data path construction

· Sequential (single cycle, maybe variable clock)

· Multicycle (still have variable length instructions)

· Pipelined (now operation at period of slowest decrement, but get 1 instruction/cycle)

· Optimal pipelined

· equalized stage

· creation times

· Hazards

· Data dependencies & memory access

· Control

· Structural

· Delay slot use – why does MIPs have only 1 delay slot

· Effective CPI = (Ideal CPI) * (Penalties)
   = ( CPIj * probability (j)

· Exceptions & interrupts/system snapshot
· Pipelining – extra hardware?

Week 8 – (Ch 6.8-6.10)

Five classic components of a computer:


[image: image19]
Three methods for faster processors:
Superpipelining ( simply make longer pipelines.

Superscalar Pipelining ( replicating internal components of the computer so that it can launch multiple instructions in every pipeline stage (eg: more ALUs)

· Disadvantage: each may be dependant on each other for results.

Dynamic Pipelining Scheduling ( hardware goes past stalls in order to find later instructions, which are independent of stalled instructions, to execute while waiting for the stalls to be resolved.

· Reasons for dynamic pipelining:

· 1) Hide memory latency.

· 2) Avoid stalls that the compiler could not schedule (often due to potential dependencies between load & store).

· 3) Speculatively execute instructions while waiting for hazards to be resolved.

[image: image20]
[image: image32.png]



Real Stuff: PowerPC 604 & Pentium Pro pipelines:
· both use dynamically scheduled pipelines
· instruction cache fetches 16 bytes of instruction & sends to instruction queue:

· 4 instructions for Power PC

· Variable number for Pentium

· both use 512 entry branch history table to predict branches & speculatively execute instructions after the predicted branch.
Fallacies & Pitfalls:
· Pipelining is NOT easy ( not easy to test without simulation

· Pipelining ideas can NOT be implemented independent of technology

· Failure to consider instruction set can adversely affect pipeline ( consider variable length instructions & sophisticated addressing modes

· Increasing pipeline depth DOES NOT necessarily increase performance ( consider data & control hazards AND pipeline register overhead.

Cache

Cache ( Is a mechanism that can speed up the memory transfers by making use of a proximity principle: machine instructions & memory accesses are often “near” to the previous & following accesses.

	
	Speed
	Description

	SRAM
	5-25ns
	Static Random Access Memory ( A memory where data is stored statically (as in flip-flops) ( will not be lost until power off
characteristics: low density, high power, expensive, fast

	DRAM
	60-120ns
	Dynamic Random Access Memory ( Memory that contains the instructions & data of a program while it is running ( needs to be “refreshed” regularly.
characteristics: high density, low power, cheap, slow

	Magnetic Disk
	10-20ms
	


Program usually exhibit locality:

· Temporal locality ( an item is referenced, & has high probability of being referenced again ( “locality in time”
· Spatial locality ( an item is referenced; items nearby have a high probability of being referenced ( “locality in space”
Fully associative cache ( when there is only one row.

Set associative cache ( when the set contains many blocks.

Terminology includes: 2-way associative (2 blocks per set), 4-way associative & 8 way associative (eg: Pentium III processor).

Replacement of blocks is determined by the cache designer. A popular method: LR (Least Referenced) whereby oldest member of the cache set is replaced by the new cached block.
Memory Hierarchy
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Principles:

· Combine speed of fast (cache) memory with size of larger (main) memory.

[image: image23.png]y taking advantage of the principle of locality:

— Present the user with as much memory as is available in the cheapest

technology.

—Provide access at the speed offered by the fastest technology.
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Block ( the minimum size unit of info transferred between two adjacent levels of the memory hierarchy
· When a word of data is required, the whole block that word it is in is transferred.

· There is a high probability that the next word required is also in the block ( hence the next word is obtained from FAST memory rather than SLOW memory.

· Is sometimes called line …?

Hit ( block is found in cache (data required by processor is found in some block of the highest memory hierarchy)
· HIT = 1 cycle

Miss ( block is NOT found
· MISS = 10 to 100+ cycles 

( a small increase in miss rate is devastating to performance.

· If miss then access memory (or higher level cache) & copy line into cache (& remove some other block)

Victim ( line replaced on a miss

Miss rate ( Fraction of accesses that miss.

Hit rate ( 1 – Miss Rate ( (a measure of success in accessing a cache).
Miss penalty ( time to fetch from slow memory (& deliver block to processor)
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Contents of direct mapped cache:

· Valid ( flag bit.

· Tag ( most significant bits of cached block address (& identifies the block in that cache row from other block that map to that same row).

· Data ( cached block.

note: index is the row # & identifies the least significant bits of cached block address.
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Block size tradeoff:
· In general, larger block size take advantage of spatial locality BUT:

· Larger block size means larger miss penalty ( takes to long to fill up the block

· If block size is too big relative to the cache size, miss rate will go up ( to few cache blocks

· Average Access Time = (1 – Miss Rate) × Hit Time + (Miss Rate) × Miss Penalty
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Directly Mapped Cache

· Data can only be at one specific place 

· The position (index) of a block is determined by:

(Block Address in Memory) modulo (# blocks in cache)
Fully Associative Cache

· Data can be in any place

· No cache index
· Compare cache tags of all cache entries in parallel (  this is done by content addressable memory (CAM)
· note: there are no conflict misses


[image: image28]
N-way Set Associative Cache

· Data can be in N locations within a unique set (given by the index field) 

· The position (index/set) of a block is determined by:

(Block Address in Memory) modulo (# of sets in cache)
· The N tags in each set are compared in parallel ( data is selected based on the tag result.

· Set associative is implemented with SRAM.

· Disadvantages vs directly mapped cache: 

· N comparators (not 1) 

· Extra MUX delay for data

· Data comes AFTER hit/miss decision & set selection (although you can assume a hit, continue & recover if a miss) ( in directly mapped cache, cache block is available before hit/miss.
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Three types of Cache Misses:


· Compulsory (Cold) misses ( caused by the first access to the block that has never been in cache ( eg: computer just turned on

· SOLUTION: none – fortunately they are insignificant.
· Capacity misses ( when the cache cannot contain all the blocks needed during the execution of the program ( blocks are replaced, & later retrieved when accessed.

· SOLUTION: increase cache size.
· Conflict (Collision) misses ( when multiple blocks compete for the same set ( note: don’t occur in fully associative caches.
· SOLUTION: increase cache size &/or “associativeity”.
Block Replacement:
On a miss, which line (victim) should be replaced
· Least-recently used (LRU)

· Replaces block unused for longest time ( optimize based on temporal locality

· Large sets mean quite complicated LRU state
· Random

· Pseudo-random for hardware testing

· Not most recently used (NMRU)

· Keep track of MRU & randomly select from others ( this is a good compromise.

· First-in First Out

· Replace block loaded first ( not as good as LRU

· Optimal (Belady’s algorithm)

· Replaces block used furthest in future ( mainly theoretical.

Cache Write Policies:
What happens when a value is written to memory… (writes…)
· Write back (
· On each write: updates values to block in cache ONLY (and writes dirty victims)

· THEN, when modified block is replaced: modified block (indicted by dirty victim) is written to the lower level of hierarchy.

· note: when replacing cache it writes dirty victims ( dirty bits are held with tags so clean blocks can be replaced without updating memory
???
· Write-through (
· On each write: updates memory AND cache ( ensures data is always consistent between the two.

· Keeps memory up-to-date (almost)

· Write Traffic independent of cache parameters

Memory Traffic:
· Traffic with write-back:

(#load misses +  store misses + dirty misses) * line size

· Traffic with write-through:

(#load misses * line size) + #stores

· note: write backs tend to have less traffic.

Block Size:
· Block (line) size is the data size that is both

· Associated with an address tag

· Transferred to/from memory

· Small block

· Poor spatial locality

· Higher address tag overhead

· Large blocks

· Unused data may be transferred

· Useful data to be prematurely replaced ( “cache pollution”

Associativity:

· Larger associativity
· Lower miss rates

· Performance stable (ie: not subject to position of data)
· Smaller associativity
· Simpler design in general
· Expect faster access (hit) time. (note: direct mapped doesn’t need MUX)
------

· Superscalar (more than 1 op/cycle)

· Dynamic scheduling (reordering, renaming)

· Clock rate, MIPS, Amdahl’s law, CPU design options where different functional units are enhanced giving new CPI

Week 9 – (Ch 7.1-7.5)

See last week---------------
· Hierarchical memory systems

Differing views:

…?

1-way direct mapped
…?

· Suppose we know the block address of the data interest

· Then the cache block address is usually given as
[block address (in MAIN)] % [# cache blocks in cache]

· The modulo is not surprising as the cache is much smaller so its blocks must be shared around, leading to the situation that multiple MAIN MEMORY block addresses will map to the same cache block addresses.

· This sharing means that the cache system must also store some original block address info, in order to track “what comes-from/goes where”!
· Figure 7.7 …?

Cache storage looks like…?

…?

Cache misses ( possible write, read update, continuous      ???

Updates ( involve transfer of a complete cache block (yes, cache storage is maintained at a block level)

Performance: effective CPI = (CPI without cache overheads) + (miss rate) * (penalty cycles)

Associativity:

· Can have n-way, where n tags must now be searched across the selected cache row.

· Fully associative: tag = full_block_address ( full search!

Figure 7.16…?

Update strategies: usually want “least recently used”. (LRU)

Multilevel cache performance:


New CPI = original CPI + memory stalls/instructions

Section 7.3 (pg 577).

Virtual Memory:

· Virtual address

· The translation block needs to store the virtual page ID numbers

· i.e. (VM addr bits – p.o. bits)

· Page faults: would like hardware implementation of some of the “translation” lookups/searches in order to get better execution.        Figure 7.24 (591) …?
Integrated cache & VM:
Figure 7.25 (593)

** Need to be able to computer VM page table size (see assignment)

Week 10 – (Ch 7.6-7.9)

	Cache Performance Example: 
Machine CPI =1.1





50% arith/logic, 30% ld/st, 20% control

Suppose 10% of memory operations get 50 cycle miss penalty. What is the effective CPI?
CPI = Ideal_CPI + Miss_Penalties

        = 1.1 + ( 0.3 (datamops/ins) * 0.1 (miss/datamop) * 50 (cycle/miss) )

        = 2.6


	Cache Performance Example: 

Assume instruction cache miss rate for gcc of 2%, data cache miss rate 4%. Machine CPI 2 without memory stall, & miss penalty is 40 cycles. Frequency of all loads & stores in gcc is 36%. What is the average CPI?
Instruction_Penalty = 40 * (0.02 * 1) = 0.8

note: penalty = cycles * miss_rate * frequency
Data_cache_Penalty = 40 * (0.04 * 0.36) = 0.576

CPI = Ideal_CPI + Miss_Penalties

        = 2 + (0.8 + 0.608) = 2 + 1.37

        = 3.37


How is hierarchy managed?
· Registers (( Memory

· By compiler (programmer?)

· Cache (( Memory

· By the hardware

· Memory (( Disks

· By the hardware & operating system (virtual memory)

· By the programmer (files)

Virtual Memory:
· Allows efficient sharing of main memory between multiple processes

· Translates program address space into physical address space.
· Page ( a virtual memory block

· Page Fault ( a virtual memory miss

· When a valid bit for a virtual page is OFF a page fault occurs

· Virtual addresses  are CPU addresses
· Backing store is magnetic disk
· Physical memory is DRAM
· Virtual address (CPU address) is translated to physical address (DRAM) by combination of software & hardware: memory mapping or address translation
· Transition Lookaside Buffer (TLB) ( A special address location cache in fast memory. 
Page Table Size = BytesPerEntry × 2 #Virtual_Address_Space_Bits /2 #Bits_Representing_All_Entries
	Page Table Size Example: 

Consider 32 bits virtual address space, 4Kbyte pages, 4 bytes per page table entry
Page Table Size = BytesPerEntry × 2 #Virtual_Address_Space_Bits /2 #Bits_Representing_All_Entries
Page Table Size = 4 bytes × 2 32 / 2 12
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Virtual Memory Design Choices:

· Dominated by HIGH cost of page fault (miss)

· Pages must be large enough to outweigh the high cost of retrieving a page (magnetic disk is more than 1000 times slower than DRAM): 
size 4Kbytes to 64Kbytes

· Reduce page fault rates (associative placement of pages)

· Page faults serviced in software, since disk access is slow, hence clever algorithms

· Using “write through” will not work since writes/reads to disk are slow

· OPERATING SYSTEM IMPLEMENTS PAGE HANDLING FOR VIRTUAL MEMORY
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Example of a 24-bit address with 8 byte block size & 2048 blocks in cache of 16384 bytes.


note: 	rows = 2(INDEX BITS) = 2048


	bits per row = ValidBit + TagBits + DataBits = 75 bits??


	cache size = DataBits × rows = 2048 * 8 bytes = 16384 bytes = 16 Kb
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BadVAddr 8 register containing the memory address at which memory reference occurred
Status 12 interrupt mask and enable bits
Cause 13 exception type and pending interrupt bits
EPC 14 register containing address of instruction that caused exception
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[image: image39.png]MIPS assembly language

Meaning

add 351, $s2, $s3  |8sl = gs2 + $s3 Three operands; data in registers
Arithmetic sub §51, $92, $53 |98l = $s2 - 883 Three operands: data in registers,

ladd immodiate _ Jaddi $s1, $s2, 100
lstoroword  Jsw $s1, 100(552)  IMemory[#52 + 100] = $s1
Data transfer

load upper immediate [1ui $s1, 100 5 00* 2" Loads constant in upper 16 bits

loa
s1 =

[Gorobvs [ 501, 100(es)  [Memongio? + 1001 = 1
s1=1

brai

branch onnot equal |bne  $s1, $s2, 25 if (551 != $s2)goto Not equal test; PC-relative
PC+ 4+ 100

set on less than slt  8s1, $s52, $s3 |[if(s2 < $s3) $s1=1; Compare less than; for beq, bne
olse $51 = 0

set sltl  $sl, $s2, 100 [if($s2 < 100) $sl=1; Compare less than constant

immediate olse $51 = 0

fume 3 2500 Tgoto 10000
Uncondi-
tional jump Sra = PG + 4 go to 10000 |For procedure call

d word
re byte
6
inch on equal beq $s1, $s2, 25 if (351 == 3s2)goto Equal test; PC-relative branch
PC + 4+ 100
less than
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Comments
$s0-$57, $t0-3t9, $zero, |Fastlocations for data In MIPS, data must be in registers to perform
$a0-$a3, $v0-$vl, $gp, arithmetic. MIPS register $zero always equals 0. Register $at is
$fp, $sp, $ra, Sat reserved for the assembler to handle large constants.

Accessed only by data transfer instructions. MIPS uses byte addresses, so

sequential words differ by 4. Memory holds data structures, such as arrays,
and spilled registers, such as those saved on procedure calls
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Register number

Usage

$zero o] the constant value O

SVO-$vl 2-3 values for results and expression evaluation
$a0-%a3 4-7 arguments

St0-35t7 8-15 temporaries

$s0-$s7 16-23 saved

$L8-3t9 24-25 more temporaries

$gp 28 global pointer

$sp 29 stack pointer

$fp 30 frame pointer

sra 31 return address




[image: image42.png]simple instructions all 32 bits wide
very structured, no unnecessary baggage
only three instruction formats

R op rs rt rd shamt | funct

I op rs rt 16 bit address

J op 26 bit address
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